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Principal stratification

� Robins JM (1986). A new approach to causal inference in mortality
studies with a sustained exposure period - application to control of
the healthy worker survivor effect. Mathematical Modelling 7,
1393-1512.

� Compliance literature

� Frangakis CE and Rubin DB (2002). Principal stratification in
causal inference. Biometrics 58, 21-29.

� Pearl J (2011). Principal stratification – a goal or a tool?
International Journal of Biostatistics 1, 20.



Pearl (2011):

“The term ‘principal strata (PS)’ is currently used to connote four
different interpretations

1. PS as a partition of units by response type,

2. PS as an approximation to research questions concerning population
averages (eg, bounds and LATE analysis under noncompliance),

3. PS as a genuine focus of a research question (eg, censorship by
death),

4. PS as an intellectual restriction that confines its analysis to the
assessment of strata-specific effects.

“. . . I have no reservation regarding interpretations 1-3, . . . . I have strong
reservation though regarding the 4th; the framework should serve, not
alter research questions.”



Pearl (2011):

Can you provide any examples in the literature where you felt that
researchers might be using PS in this [intellectual restriction] manner?

“In retrospect, I feel that way about ALL PS papers that I have read,
with the exception of ONE - Sjolander et al. (2010) on Hormone
Replacement Therapy, which explicitly justifies why one would be
interested in stratum-specific effects.”

Two subsequent papers in response to Pearl’s paper are critical to PS in
the truncation by death context:

� Sjolander A (2011). Reaction to Pearl’s critique of principal
stratification. International Journal of Biostatistics 7, 1, 22.

� Joffe M (2011). Principal stratification and attribution prohibition:
good ideas taken too far. International Journal of Biostatistics 7, 1,
35.



Pearl (2011):

“My purpose in writing this note is to invite investigators using the PS
framework to clarify, to their readers as well as to themselves, what role
they envision this framework to play in their analysis, and how it captures
the problem they truly care about.”

The goal of my talk is to address this statement in the context of my
applications of PS.



Example 1. HIV vaccine trial (Flynn et al., 2005, JID)

� 5403 healthy, high-risk, HIV-negative volunteers randomized to
vaccine (AIDSVAX B/B) or placebo in 2:1 ratio (double-blinded)

� Overall, the vaccine was not effective at preventing against HIV
infection

� Subgroup analysis suggested that the vaccine may be partially
protective for non-whites

� 30/604 (5.0%) infected in vaccine arm
� 29/310 (9.4%) infected in placebo arm

� Interest in assessing the effect of vaccination on viral load
post-infection among non-whites.



What is the average causal effect of vaccination on viral load among
those who would have been infected regardless of treatment assignment?

E (Y1 − Y0|S0 = S1 = 1), where Yz is viral load if randomized to
treatment z and Sz is the indicator of infection if randomized to
treatment z .
Principal strata:

� S0 = S1 = 0 (never infected)

� S0 = 0, S1 = 1 (harmed)

� S0 = 1, S1 = 0 (protected)

� S0 = S1 = 1 (always infected)

Principal stratum membership is not affected by treatment assignment,
so one can assess causal effects by conditioning on principal strata.

Hudgens, Hoering, and Self (2003); Gilbert, Bosch, and Hudgens (2003).



Assumptions:

� No interference

� Randomization

� Monotonicity

� Everyone infected under vaccine would have been infected if
randomized to placebo

� Harmed principal stratum empty

From these assumptions, we can identify the distribution of viral loads for
those randomized to the vaccine arm in the always infected PS.

The distribution of viral loads for those randomized to the placebo arm in
the always infected PS is only partially identified.



Sensitivity Analysis of ACE (mean vaccine viral load minus mean placebo viral
load given infected regardless of treatment assignment) for non-white cohort in
VaxGen’s Phase III Trial of AIDSVAX B/B
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Example 2. Clinical Trial of spontaneous breathing treatment in ICU

� 336 mechanically ventilated patients in intensive care

� 168 randomized to intervention (spontaneous awakening through
interruption of sedatives)

� 168 randomized to standard of care

� intervention protected against death during the year after
enrollment

� hazard ratio = 0.68, 95% CI 0.50 to 0.92, p=0.01

Girard TD, et al. (2008). Lancet 371: 126-34.



A follow-up study submitted to American Journal of Respiratory and

Critical Care Medicine

� Goal to assess effect of intervention on cognitive function.

� Original submission used combined endpoint of death and abnormal
cognitive function.

� Editor and a referee critical of this endpoint:

� “The use of an endpoint combining death and abnormal
cognitive function is not appropriate. Your group has already
nicely demonstrated the effect of the intervention on long-term
survival. The combined endpoint will need to be dropped as
the correct (and novel) analysis throughout is the effect of the
intervention on cognitive outcomes among evaluable survivors.
This analysis may lead to differential censoring, ie, a bias
toward worse late outcomes in the intervention arm because
some ill patients are saved by the intervention – you should
acknowledge this limitation.”
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Sjolander (2011):
“The SACE is a proper causal effect, since it compares the same group of
people under the two levels of a randomized treatment. But is it
scientifically interesting? Generally, I think any causal effect deserves
attention if

1. it can be used to improve decision making (e.g., about which
treatment level to recommend in clinical practice)

2. it generates important insights about the problem at hand (e.g.,
about the etiology or biological mechanism).

I doubt whether the SACE meets any of these criteria.”

“. . . Thus, a clinician who asks for guidance may in practice be left with
bounds for a causal effect, which applies to a non-identifiable group of
patients.”



Improve decision making (ICU example):

Clinician: My patient is on a ventillator in the ICU. A study suggests that
spontaneous breathing treatment (SBT) improves the likelihood that
they will live. I don’t know if this patient is going to live whether I use
SBT or not, but a follow-up study suggested that among patients who
are going to survive regardless of what I treat them with, SBT might still
improve, or at least not harm, cognitive function. Therefore, I see no
reason not to treat this patient with SBT.

Policy maker: SBT improves survival over standard of care. For those
patients on whom SBT has no survival benefit, there is weak evidence
suggesting that SBT improves cognitive function. SBT should be an
approved treatment.



Suppose now that SBT improves survival but decreases cognitive function
in the always surviving PS (contrary to our data)

Clinician: Now I’m not so sure about giving treatment. It depends on the
relative utility of survival and cognitive function.

Patient 1’s family: Survival is the highest priority. Treat with SBT.

Patient 2’s family: The relative chance of improved survival is not worth
the risk of poor cognitive function if my family member will survive
regardless of treatment. Don’t treat with SBT.



Insights about etiology or biological mechanism (HIV example):

Perhaps the vaccine lowered the risk of HIV infection among non-whites.
The same mechanism that boosted the immune system thereby lowering
infection risk may also have boosted the immune system to weaken the
virus among those infected. However, from the data, we see little
evidence that the vaccine lowered viral load among those who were going
to be infected regardless of their treatment assignment. If we believe the
same mechanism should drive infection and post-infection outcomes, we
are now more skeptical that the vaccine actually lowered the risk of HIV
infection among non-whites. If we are confident that the vaccine lowered
the risk of HIV infection among non-whites, it appears that it’s through a
different mechanism than the mechanism used to strengthen the immune
system once infected, or there is a group of people on whom the vaccine
has no effect.



These principal stratum effects address scientifically interesting and
important questions.

Note:

� These questions are secondary

� No decision will be made using these secondary outcomes without
considering the primary outcomes

� There are other interesting secondary questions that avoid principal
strata

� What was the impact of SBT on disease-free survival?



Joffe (2011):

“This section will provide simple numerical examples to demonstrate that
the SACE, while an interesting quantity, does not fully capture the notion
of the effect of treatment on the censored outcome in the presence of
censoring by death and is in general inadequate for decision making or
regulatory purposes.”

S0 S1 N E (Y0|S0, S1) E (Y1|S0, S1)
0 0 250 . .
0 1 250 . healthy
1 0 250 not healthy .
1 1 250 healthy healthy

We’re missing much of the story by focusing only on the S0 = S1 = 1
principal stratum.



This is a non-issue if, in fact, monotonicity holds.

S0 S1 N E (Y0|S0, S1) E (Y1|S0, S1)
0 0 250 . .
0 1 250 . healthy
1 0 250 not healthy .
1 1 250 healthy healthy

One could argue that PS methods are much less interesting when
monotonicity does not hold. Methods developed that relax monotonicity
– focus typically on minor violations of monotonicity. (3 parameter
sensitivity analysis.)

However, one could argue that the intrinsic value of a causal estimand
should not be determined by the assumptions one is willing to make.
(With that said, in practice, a causal estimand may not be useful unless
certain assumptions are made.)

Each PS contrast is still informative and interesting. However, focusing
on only S0 = S1 = 1 may lead to poor conclusions.

I have been guilty of focusing only on contrasts in S0 = S1 = 1.



Robins, Rotnitzky, and Vansteelandt (2007)

Weak Virus Strong Virus

time

Suppose vaccine protects against infection from weak virus but not
strong virus, and strong virus results in higher viral load. If randomized
to placebo then infected by weak virus and get low viral load. If
randomized to vaccine then not infected by weak virus and get high viral
load. Therefore, in the doomed stratum it looks like vaccine is causing
higher viral loads.

Do we need to re-define principal stratum as those“doomed to be
infected by the strong virus?”



Problems dealing with time

� Infection/death occurs over time, so infection/survival is really only
sensible in the context of infected by time t or survived until time t.

� PS become unweildy unless one has dichotomous categories.

� Information loss.

Analyses have to define selection as

� Infected over course of follow-up in trial.

� Infected by time t – those not followed to time t are censored.



Challenges getting methods into mainstream medical/HIV literature
HIV vaccine trials:

� AIDSVAX B/B (Gilbert et al., 2005, Journal of Infectious Diseases)

� “A sensitivity analysis of the effect of vaccine on the pre-ART
viral load at months < 1, 1, and 2, an analysis that accounted
for the assay censoring of VL values and for possible selection
bias, further supported the inference that the vaccine had no
significant effect on early viral load.”

� Thai Trial (Rerks-Garm et al., 2009, New England Journal of

Medicine)

� “The effect of selection bias was considered.”

Other than the statistical literature, the only times I’ve seen GBH and
HHS cited in HIV contexts is discussing the possibility of bias or
challenges in the field – never seen a PS sensitivity analysis with real data
in non-statistical journal.



What happened to my PS analysis in the ICU study?

� The study authors thanked me profusely.

� I never heard anything more from them.

� The paper was published without the PS sensitivity analysis.
(Jackson et al., 2010, Am J Respir Crit Care Med)

According to the study statistician (> 2 years later)

� My PS sensitivity analyses convinced the authors.

� The authors had a conference call with the editor.

� Because of the post-randomization selection bias, the editor
had expected those in the SBT arm to be worse than those in
the control arm. This was not seen, so he interpreted these
results as a positive finding.

� The authors decided not to include the PS analyses because

� They wanted to keep the analysis simple
� They felt results were convincing enough without the

sensitivity analysis



Conclusions

PS approaches for truncation by death problem have limitations

� They result in bounds/sensitivity analysis for an effect in a
non-identifiable group of patients

� They do not tell the entire story

� Address secondary questions
� Without monotonicity, shouldn’t focus only on one PS

� Challenges dealing with time - require dichotomization

PS approaches for truncation by death problem have strengths

� They result in bounds/sensitivity analysis for an interesting and
relevant group of patients

� They help tell the story

� Address secondary questions that can be used for decision
making or to understand mechanisms

PS sensitivity analysis approaches belong in one’s statistical tool box for
truncation-by-death problems.


